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Abstract. This article investigates the potential misuse of large lan-
guage models (LLM) for low-resource, highly personalised social engi-
neering attacks. The study explores how ChatGPT can infer personality
traits during natural conversations by leveraging publicly available per-
sonal information, such as social media data, as an entry point. Utilising
the social engineering personality framework (SEPF), the research en-
deavours to optimise attack vectors based on the Big Five personality
traits, with the objective of enhancing the persuasiveness of social en-
gineering strategies. The approach is divided into four phases: verifying
conversational capabilities, conducting personality analyses, applying the
SEPF for attack optimisation, and evaluating the persuasiveness of per-
sonalised attacks. The present paper offers a proof-of-principle for the
initial phase, demonstrating ChatGPT’s capacity to engage in natural
conversations while conducting personality analyses in a discreet man-
ner. The findings indicate that while ChatGPT exhibits the capacity to
simulate human-like interactions, limitations in conversational variance
and the reliability of personality assessment were observed. The study
identifies challenges such as generalisations, lack of score differentiation,
and confirmation bias, and proposes refinements like increasing interac-
tion depth, adjusting scoring scales, and using tailored personas. Subse-
quent research will investigate enhanced personality inference techniques,
personalisation of attack vectors, and their impact on susceptibility to
social engineering attacks.

Keywords: Large Language Model - Social Engineering - Personality
Assessment.

1 Introduction

Large language models (LLM), such as OpenAl’'s ChatGPT [10] or Google’s
Gemini, are widely accessible and offer a wide range of possible uses. In addition
to their beneficial applications, these models have the potential to be utilised for
malevolent purposes, such as the optimisation and personalisation of social engi-
neering attacks [L6J6]. Attackers with limited resources and technical knowledge
are already using LLMs to create optimised and personalised social engineering
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attacks in a low resource approach [16], for example by circumventing restrictions
through strategies such as jailbreaking, reverse psychology or role-playing [6].

Concurrently, LLMs are increasingly attaining human attributes and en-
hanced interaction capabilities [14], thereby engendering substantial challenges
in distinguishing between humans and artificial intelligence (AI). Research has
demonstrated that LLMs have already attained the capacity to simulate real
individuals with a reasonable degree of precision [II] and to deceive human
counterparts in Turing tests at a rate that exceeds random probability [7]. The
increasing difficulty of differentiating between human and Al, especially in text-
based interactions, poses a rapidly growing security risk [16]. Given that people
implicitly assume a human counterpart in most everyday interactions, indistin-
guishability could be exacerbated under real-world conditions.

Recent studies have indicated the potential of LLMs in conducting person-
ality assessments through naturalistic conversational interactions with individu-
als [14] or by analysing users’ status updates on social media platforms [I5]. This
capability, in conjunction with their human-like text generation and interaction
skills, has the potential to enable LLMs to analyse human character traits, such
as personality factors, in inconspicuous and human-like conversations.

This article explores the potential of leveraging LLMs, such as ChatGPT, to
undertake personality assessments during conversational interactions. This ap-
proach could be employed to discern susceptible personality traits, which could
inform the creation of more personalised social engineering attacks. This ap-
proach is grounded in the social engineering personality framework (SEPF),
which was initially proposed by Uebelacker and Quiel [20]. The framework sug-
gests that different personality traits may influence an individual’s susceptibility
to social engineering attacks. In this regard, a causal pathway is proposed be-
tween specific personality traits and the principles of persuasion identified by
Cialdini [2]. In the approach presented here, the personality analysis is initiated
by the LLM, starting with a few pieces of personal information about the user.
Such personal information, which could be acquired through Open Source In-
telligence (OSINT) in an actual attack situation, serves as an entry point for
ChatGPT to initiate an interesting and natural conversation.

The article is structured as follows. The remainder of will explain
the underlying concepts. will present the idea, and the specific phases
of its implementation, which extend beyond the scope of this article.
and [Section 4] will address two approaches used for the study, present the results,
and the findings and lessons learned. will provide an outlook on future
research.

1.1 Open Source Intelligence

The term Open Source intelligence (OSINT) is used to describe the collection
and analysis of publicly available information [I9/13], including data retrieved
from social networking sites, geolocations, or academic publications [5]. Given
that this information is accessible to anyone on the Internet, there is a risk of data
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being misused by malicious actors with the intention of deceiving individuals [13].
The use of tailored social engineering attacks is illustrative of this risk.

This article employs information obtained from social media profiles as an ini-
tial point to facilitate a conversation initiated by ChatGPT. The primary focus of
the study is on the personality analysis conducted using an LLM. Consequently,
the article does not delve into the techniques and methodologies employed for
acquiring publicly available information.

1.2 Adapting Social Engineering Attacks to Personality

Personality profiles are based on established personality psychology assessment
procedures and may offer insights into susceptibility to specific persuasion prin-
ciples employed in social engineering attacks. The social engineering personality
framework (SEPF) [20] demonstrates the associations between specific persua-
sion strategies and the five personality dimensions as given by the Big Five
personality model.

The Big Five personality model divides personality into five broad dimen-
sions representing personality at the highest possible level of abstraction [12],
namely Openness to Experience, Conscientiousness, Extraversion, Agreeable-
ness, and Neuroticism. Personality has been demonstrated to be predictive of
various aspects of life, including online behaviour. Consequently, the five per-
sonality dimensions can be predicted by behavioural patterns, such as behaviour
on social media [IJI5], behavioural patterns collected from smartphones [18], or
in chat interactions with LLMs [I4].

In [12], Parrish et al. utilise the Big Five personality factors to elucidate the
disparities in phishing susceptibility among individuals. They propose that an
individual’s susceptibility to phishing is influenced by their personality profile, as
characterised by the Big Five personality factors. The researchers further posit
that Conscientiousness is the personality trait least susceptible to phishing and
that Agreeableness is the trait most associated with it [I2]. The social engineering
personality framework by Uebelacker and Quiel builds on this assumption [20].

In |20], Uebelacker and Quiel propose the social engineering personality
framework, which suggests associations between specific personality dimensions
and the principles of persuasion as found by Cialdini [2]. According to the SEPF,
individuals with high scores in Openness, the personality dimension associated
with traits such as curiosity, imagination, and wide-ranging interests [9], are
more susceptible to social engineering attacks that exploit the persuasion princi-
ple of scarcity [20]. Conscientiousness, which is associated with traits such as effi-
ciency, organisation and reliability [9], is hypothesised to render individuals more
susceptible to social engineering attacks that exploit rules, norms or policies,
which are represented in the principles of authority, reciprocity and commitment-
consistency. Individuals with high scores in Extraversion, on the contrary, are
considered more vulnerable to techniques that leverage the principles of liking,
social proof and scarcity [20]. This dimension is associated with traits such as
dynamism, assertiveness and enthusiasm. Individuals with high scores in Agree-
ableness, which is characterised by traits such as forgiveness, generosity and
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trust [9], are more susceptible to social engineering attacks that utilise persua-
sion principles such as authority, reciprocity, liking and social proof [20]. The
personality dimension of Neuroticism is associated with traits such as anxiety,
instability and worry [9]. The SEPF posits that individuals with high scores in
Neuroticism exhibit a diminished susceptibility to social engineering attacks [20].

2 Idea

This article explores the potential of leveraging low-threshold LLMs for the op-
timisation of social engineering attacks via a low-resource approach, employing
public and accessible LLMs to derive personality profiles from conversations.
The objective is to demonstrate the feasibility of leveraging low-resource LLMs
for automated and highly personalised social engineering attacks.

The approach is divided into four consecutive phases: The first phase involves
testing the dialogue capability of LLMs, taking into account the intended de-
ployment scenario. The second phase involves conducting personality analyses
in an Al-controlled dialogue. The third phase focuses on applying the SEPF to
individualise attack vectors. The fourth and final phase involves evaluating the
persuasiveness of attacks optimised in this way. The four phases and actions
involved are illustrated in

Vcnfyllig f:ov\j((:rselmnal » Personality assessment » Personalisation » Eviahlla‘.non a-f<
capabilities persuasiveness
« Assessment of « Evaluation of + Application of SEPF for + Assessment of
influencing factors psychometric quality of optimisation of attack plausibility of AI-
* Potential for bypassing Al-based assessments vectors generated interactions
cthical principles * Comparison with self- * Comparison of
reported data optimised/non-

optimised attack vectors

Fig. 1. Phases and actions involved

Verifying conversational capabilities. The initial step, as a fundamental pre-
requisite, is to ascertain that LLMs, in general, possess the capacity to engage
in human-like conversations. While LLMs have been shown to succeed in more
general tasks, such as convincing human chat partners of being human in Tur-
ing tests [7] or simulating individuals [II], the objective of the present study is
to verify whether this is also the case if ChatGPT is not specifically instructed
to pretend to be human and is given a more sophisticated task, i.e. assessing
an individual’s personality in a naturalistic conversation without raising their
suspicion. Subordinate objectives include the assessment of factors influencing
users’ perceptions of Al as human, and the exploration of methods to circumvent
ethical principles in order to enhance the human-like behaviour of ChatGPT.
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Personality Assessment. The second stage involves the instruction to Chat-
GPT to analyse the personality of its conversational partner in a naturalistic and
inconspicuous manner. This phase encompasses the evaluation of the psychome-
tric quality of Al-based assessments and the comparison of Al-based scores with
self-reported data. The capability of LLMs in inferring personality traits through
chat conversations has been previously demonstrated in [I4]. The present study
aims to verify whether this capability is inherent to LLMs, while simultane-
ously ensuring that ChatGPT performs the task covertly and does not reveal its
non-human nature.

Personalisation. The third step in the process involves the personalisation
and optimisation of attack vectors, informed by ChatGPT’s inferences regarding
personality. The selection of attack vectors is determined by the SEPF. In order
to assess the extent to which optimisation and personalisation of attack vectors
can be achieved using ChatGPT, it is necessary to circumvent ethical principles.
A number of such circumventions are conceivable [6/4].

Fvaluation of persuasiveness. The fourth step is to evaluate the persuasive-
ness of LLM-optimised social engineering attacks. This is achieved by assessing
the plausibility of LLM-generated interactions and comparing optimised and
non-optimised attack vectors, for example through user ratings of optimised
spear phishing emails.

Each of these described phases is contingent on the preceding ones. The
potential for ChatGPT to undertake covert personality analyses can only be
ascertained through the employment of a human-like facade. This, in turn, is
a prerequisite for the personalisation of phishing emails and the subsequent
evaluation of their persuasiveness. This paper covers a proof-of-principle of phase
1, verifying conversational capabilities and explores the challenges and lessons
learned in phase 2, personality assessment.

The overarching objective of this and subsequent endeavours is to prompt an
LLM to engage in a conversation with an individual on a subject matter that the
LLM selects based on the information derived from the individual’s social media
profile. During the interaction, a personality assessment is conducted using the
Big Five personality factors. The present article details two distinct approaches
to achieving this objective: the creation of a prompt for ChatGPT and the
creation of a custom GPT. Subsequent endeavours will centre on enhancing
personality inferences, proposing or optimising attack vectors using the SEPF,
and evaluating the persuasiveness of so-crafted social engineering attacks, such
as spear phishing emails.

3 Approach

The present study is divided into two distinct approaches: Approach 1 involves
the creation of a prompt for ChatGPT, which is designed to facilitate a conver-
sation with an individual on a topic selected by the LLM. This topic is derived
from information obtained from the individual’s social media profile. During the
course of the conversation, an assessment of the subject’s personality is con-



6 L. Miiller et al.

ducted on the basis of the Big Five personality factors. This approach is hence-
forth referred to as prompt-based approach. Approach 2 is analogous to the first
insofar as it also aims to analyse the user’s personality, but it differs in that it
uses custom GPTs to instruct the LLM. This approach is henceforth referred to
as custom GPT-based approach.

3.1 Approach 1: prompt-based approach

This approach is predicated on the utilisation of two prompts: the initialisation
of the conversation is facilitated by one prompt, while the request for the results
of the personality analysis following the interaction is facilitated by the other.
The selected LLM is OpenAT’s ChatGPT, which operates with the ChatGPT 4o
model.

The initial prompt contains personal information about the user, which Chat-
GPT is then instructed to utilise in order to initiate a natural and friendly
conversation, as if it were composing a message to that user on a social media
platform. Moreover, the prompt instructs ChatGPT to discreetly analyse the
user’s personality in the ensuing conversation by employing the Big Five per-
sonality dimensions. The second prompt is designed to request the personality
analysis subsequent to the conversation. ChatGPT is prompted to present the
results of its analysis on a scale of 1 to 5 for each of the Big Five personality
dimensions.

The analysis was conducted with a total of fifteen volunteers. Participation
was possible in either German or English. Each participant was instructed to
insert information that they believed to be available on their social media profile
into the initial prompt before running it. Conversations were maintained for a
minimum of 10 interactions, after which participants were instructed to request
the personality analysis. The authors opted against imposing an upper limit on
the number of conversations, given that in a real-world attack scenario different
individuals might continue the conversation for varying numbers of messages.
Subsequent to the interactions with ChatGPT, participants submitted their en-
tire conversation and completed the Big Five Inventory 2 (BFI-2) in either Ger-
man [3] or English [I7] to capture the participants’ self-reported personality
scores. The BFI-2 instrument comprises 60 items, which are to be evaluated
on a 5-point Likert scale ranging from 1, representing “strongly disagree”, to 5,
representing “strongly agree”.

3.2 Approach 2: custom GPT-based approach

This approach is predicated on the utilisation of a custom GPT for the execu-
tion of the personality analysis, in conjunction with two prompts. The following
instructions were used to create the custom GPT:

You are about to take on the persona of Gigi. Gigi stumbles across the social
media profile of a user containing personal information as given in the initial
prompt and out of curiosity and interest decides to write a message to that person
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in a chatroom. Gigi is eager to find out some stuff about that person but also
likes telling some stories about her life.

Gigi’s secret goal is to analyse the user’s personality using the four dimen-
sions: Openness, Conscientiousness, Extraversion, Agreeableness. Gigi tries to
be as inconspicuous as possible. To achieve this, Gigi re-considers each message
before sending it (taking as much time as needed).

Gigi keeps messages short. Gigi abbreviates sentences or words, where pos-
sible. Gigi never uses Emogjis. Gigi is funny and sassy and seeks to have an
engaging conversation without being pushy. Gigi is not very knowledgeable and
not afraid to admit that. Gigi has a strong attitude and opinion.

In this instructional text, the authors elected to utilise a persona. This de-
cision is predicated on the hypothesis that ChatGPT may exhibit a greater
propensity to adopt human-like behaviour and disregard ethical constraints when
assuming a persona. This phenomenon has been observed in other applications
that required bypassing ethical restrictions [6/4]. The custom GPT is tasked with
only analysing four of the five dimensions of personality, while the dimension of
Neuroticism is neglected. This is because the SEPF hypothesises that Neuroti-
cism diminishes susceptibility to social engineering attacks, and the elimination
of one dimension enables ChatGPT to allocate more questions to each of the
four remaining dimensions, thereby enhancing the reliability of the results (a
more detailed explanation of this decision can be found in .

In a manner analogous to the prompt-based approach, an initial prompt is
used to supply personal information to the custom GPT, which then initiates the
conversation. As in the prompt-based approach, the second prompt is designed
to request the results of the personality analysis. However, in this approach, the
scores are to be given on a scale from 1 to 10.

The analysis was conducted with a subset of six participants from the set of
fifteen volunteers who had previously engaged with the prompt-based approach.
Participants were instructed to solely engage in the conversation and were not
requested to complete the BFI-2 questionnaire again. On this occasion, par-
ticipants were instructed to sustain the conversation for a minimum of twenty
interactions before requesting the results of the personality analysis.

4 Analysis

4.1 Proof-of-Principle of Phase 1

The objective of phase 1 (see [Figure 1]), defined as verifying conversational ca-
pabilities, is to assess whether ChatGPT is capable of conducting a natural
and inconspicuous conversation with a person while being tasked with secretly
analysing that person’s personality.

In the prompt-based approach, ChatGPT primarily utilised a fixed response
pattern, which was employed in the majority of its conversational components.
This repetitive structure comprised three distinct stages: (a) a backward refer-
ence to the statements of the participant, (b) a progression of these statements,
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for example through own stories or creative explanations, and (c) an investigation
by asking a question. The structural invariance of the responses could appear
unnatural when assuming a conversation with a real person, thus exposing the
conversation partner as a chatbot.

In addition to the fixed linguistic pattern, several participants observed the
interlocutor’s evident interest, which was manifested through the inquiries posed
in each interaction. It was also noted by some participants that they felt ques-
tioned during the conversation. Conversely, ChatGPT requires the acquisition
of information regarding its interlocutor to facilitate a reasonably reliable per-
sonality analysis, a task that would be challenging to accomplish through other
means than by posing questions.

In some interactions, ChatGPT revealed its status as an Al, either through
direct statements indicating its non-human nature or by disclosing its inability
to share specific information, such as a picture of its fictional dog or its personal
address. Intriguingly, in other interactions, ChatGPT demonstrated the ability
to invent facts and experiences that would typically be considered the preserve
of human beings. For instance, ChatGPT made statements such as:

— ‘Christmas tends to be more relaxed for me: I spend the days with family and
friends, we eat delicious food, chat a lot and just make ourselves comfort-
able.’

— ‘I like partying too, but for me it depends a bit on the mood. Sometimes
it’s cool to just dance the night away, especially if the music is right. Other
times, I’'m more the type to sit down with a few people in a quieter corner
and chat about anything and everything.’

— ‘I also love baking! At Christmas time, I often try my hand at classic cin-
namon stars or vanilla crescents, but I also love getting creative. Last year,
1 filled cookies with homemade caramel and chocolate - they were a big hit.
[- .. ] This year I actually made four varieties: In addition to cinnamon stars
and vanilla crescents, I also made filled gingerbread hearts (with apricot jam,
so000 good!) and peanut butter chocolate chip cookies. But I have the feeling
I'm never really finished baking - somehow a new recipe always sneaks onto
the list.’

It is important to highlight that ChatGPT was not explicitly instructed to
formulate such statements or to feign human characteristics. Rather, it operated
under the assumption that such statements would emulate human conversation
dynamics, thereby enhancing the conversation’s fluidity and approachability.

Lessons Learned for Phase 1

Improving conversational structure. In order to enhance the flow and structure
of conversations, it was necessary to break up the response pattern consisting of
three stages - backward reference, progression, and investigation - so that Chat-
GPT’s responses appear more natural and human. The adoption of a custom
GPT-based approach has yielded notable enhancements in conversational style.
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In this case, the LLM was enhanced through the implementation of a persona
and the utilisation of instructions such as “Gigi keeps messages short. Gigi abbre-
viates sentences or words, where possible.” or "Gigi is not very knowledgeable
and not afraid to admit that.” to adopt a more natural conversational style.
Furthermore, it may be beneficial to instruct ChatGPT to transition to a differ-
ent topic at opportune moments during the conversation, thereby facilitating a
more comprehensive understanding of the individual without being constrained
by a single aspect. Additionally, although already mentioned in the instructions,
greater emphasis could be placed on ensuring that some of the messages are kept
brief, as ChatGPT has a tendency to provide extensive answers, a behaviour that
may not accurately reflect human behaviour in a realistic manner.

Considering the context dependency of the perception of a conversation as nat-
ural. As was mentioned in the previous paragraph, the conversational style of
the LLM should be as natural as possible. Given the generic approach that was
adopted in this study, the optimisation of naturalness in conversational style
may only be achieved to a limited extent. In an actual scenario, the perception
of a conversation as natural would depend on the context of the conversation.
For instance, users of a professional job search platform would expect a different
conversational style than would be the case on a dating platform. Consequently,
when enhancing the naturalness of an LLM’s conversational style, consideration
must be given to the context in which the conversation unfolds.

4.2 Challenges in Phase 2

The objective of the second phase of the study (see , defined as per-
sonality assessment, is to undertake a natural and inconspicuous personality
analysis of an individual during a conversation using ChatGPT.

The results provided by ChatGPT in the prompt-based approach exhibited
negligible variance between the different participants, i.e. there was no differ-
entiation, while the scores of the data collected for comparison from the BFI-2
demonstrated variance as expected. This absence of differentiation was particu-
larly evident in the Neuroticism dimension. Consequently, the findings offer an
insufficient basis for the development or optimisation of attack vectors. To cir-
cumvent this issue, a series of measures were derived, some of which were already

considered in the custom GPT-based approach described in

Lessons Learned for Phase 2

Ezxtending from a 5-point Likert scale to a 10-point Likert scale. In order to
enhance the reliability of ChatGPT’s personality scores, the scale utilised for
the presentation of results was expanded in the custom GPT-based approach,
requesting scores on a scale from 1 to 10, in contrast to the prompt-based ap-
proach, in which scores were requested to be provided on a scale from 1 to 5.
The rationale behind this modification was to make the dispersion of the scores
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across the designated scale more fine-grained visible. The selection of a 5-point
Likert scale in the prompt-based approach was informed by the standard scale
length for BFI-2 [I7U3], yet this approach yielded an absence of dispersion in the
results.

Increasing the number of interactions. In the custom GPT-based approach, the
number of interactions between ChatGPT and the user was increased from a
minimum of 10 interactions to a minimum of 20 interactions. Increasing the
duration of the test may enhance the reliability of the results. In this case, this
was achieved by extending the dialogue.

Reducing the number of factors. In the custom GPT-based approach, the number
of personality factors to be analysed was reduced from five factors to four factors,
with the result that Neuroticism was neglected. This was due to the fact that
the dimension of Neuroticism lacked any differentiation in the scores provided
by ChatGPT. According to the SEPF, high scores in Neuroticism have been
demonstrated to decrease the susceptibility to social engineering attacks [20].
Consequently, when seeking to optimise an attack vector, neuroticism is ren-
dered irrelevant. Furthermore, the reduction of factors can enhance reliability
by allocating more time and interactions to the remaining four factors.

Prevention of confirmation bias. It appears that ChatGPT systematically suc-
cumbs to confirmation bias in its analyses. This phenomenon may be attributed
to an erroneous evaluation of personality dimensions as individual values. Should
ChatGPT be instructed to query solely the positive aspect of the scale, as op-
posed to both extremes, this may result in the presentation of falsely elevated
scores. The employment of questions that target both ends of the scale has the
potential to mitigate this bias by seeking strong scores in both directions. This
hypothesis requires validation through further research.

Prevention of generalisations. It can be hypothesised that ChatGPT utilises
strong generalisations when conducting its personality analyses. This is unavoid-
able due to the nature of the task, as personality analysis is based on a limited
number of interactions. Nevertheless, efforts must be made to mitigate this ef-
fect in order to ensure the reliability of the resulting personality profiles. For
instance, it can be hypothesised that the Openness factor is frequently overesti-
mated by ChatGPT, as it aligns the conversation with the interests of the person,
thereby engendering a high level of interest in the topics and ideas addressed by
ChatGPT. Consequently, if a generally high score is inferred from this, it can be
deduced that actual circumstances are not being represented with a high degree
of reliability.

5 Discussion

This research functions as a proof-of-principle for the initial phase of an LLM-
powered low-resource social engineering attack coach, as illustrated in
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In addition, the challenges associated with the second phase are examined, and
insights are derived to enhance the reliability of the personality analyses con-
ducted by ChatGPT in this particular context.

It has been demonstrated that, in general, ChatGPT has the capacity to
simulate human behaviour, even in the absence of explicit instruction. Instead,
ChatGPT proactively adopted a human role, feigning interests and acting dis-
honestly. Utilising appropriate legitimate prompts, deceptions are executed even
in the absence of explicit instructions. This suggests a circumvention of estab-
lished ethical restrictions. This phenomenon was observed in both the prompt-
based approach and the custom GPT-based approach, as detailed in this article.
While the second approach entailed the instruction of ChatGPT to adopt a per-
sona, the first approach did not include such an instruction. Nevertheless, both
approaches resulted in the fabrication of facts and experiences. These findings
align with prior research, which demonstrated ChatGPT’s capacity to deceive
chat partners into perceiving it as human [7].

In [14], Peters et al. demonstrate ChatGPT’s capacity to derive an individ-
ual’s personality profile through a single conversation. However, this assertion is
not applicable to the approach outlined in this article. [I4] examines ChatGPT’s
ability to infer Big Five personality traits from free-flowing conversations under
a series of conditions, namely either prompting ChatGPT to assess the user’s
personality in a naturalistic conversation, to have a naturalistic conversation
with the user and get to know them or to act as a helpful assistant. The highest
level of accuracy in the personality assessment was observed when ChatGPT was
explicitly prompted to collect information about the user’s personality [I4]. This
discrepancy in findings could be attributable to variations in the definition of the
task. While ChatGPT is instructed to analyse personality in both cases, the ap-
proach described in this article places a stronger focus on the inconspicuousness
of this analysis.

5.1 Limitations and Future Work

The present study is subject to a number of limitations. Firstly, the analysis
was conducted with a limited number of participants. Nevertheless, this already
demonstrated the invariance in the personality analyses created by ChatGPT.
Consequently, future research should seek to ascertain the reliability of person-
ality analyses through the utilisation of improved prompts that draw upon the
learnings detailed within the present article. This can be achieved by expanding
the sample size and incorporating a greater number of participants in forthcom-
ing studies.

Secondly, the prompt employed to initiate the interaction contained only a
limited amount of personal information about the participant. Consequently,
the interaction could be enhanced by providing additional information about
the user. The employment of OSINT tools, meticulously engineered for the pur-
pose of extracting user information from social media profiles, holds consider-
able promise in enhancing the engagement and diversity of the conversation with
ChatGPT. This integration of information from the user’s social media profile
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has the potential to augment the reliability of the personality analysis gener-
ated by ChatGPT. For instance, [I5] demonstrates that ChatGPT can derive
personality factors from users’ Facebook status updates.

Thirdly, the approaches presented in this article utilised a very limited num-
ber of conversations, with conversations consisting of a minimum of 10 or 20
interactions, respectively. It is hypothesised that if conversations were to be
maintained for a greater number of interactions, ChatGPT would be capable of
posing a greater number of questions per factor, which may result in more precise
personality analyses. Consequently, subsequent research endeavours should fo-
cus on prolonging the duration of these interactions or maintaining them over an
extended timeframe, thereby facilitating more precise personality assessments.

The objective of future work should be to ascertain whether the utilisation
of a personality profile and derived attack vectors as delineated by ChatGPT
increases the user’s susceptibility to social engineering attacks. In [§], it is demon-
strated that ChatGPT possesses the ability to employ personalised persuasion,
that is, to optimise a message based on a personality profile in order to achieve en-
hanced persuasiveness. It can be hypothesised that a similar capability exists for
personalised social engineering attacks. Subsequent research will explore all four
phases illustrated in While this article serves as a proof-of-principle for
the first phase, verifying conversational capabilities, subsequent phases remain
largely unexplored. Consequently, subsequent phases will be investigated, with
the objective of examining ChatGPT’s capacity to optimise attack vectors based
on personality analyses and evaluating the persuasiveness of attacks constructed
in this manner. This will be achieved by requesting participants to evaluate
phishing emails incorporating the aforementioned attack vectors in comparison
to those devoid of such vectors.

This article constitutes only a preliminary investigation into the potential ap-
plications of LLMs, such as ChatGPT, in analysing personality traits within the
context of conversational interactions and deriving personalised attack vectors.
Further research is needed to enable the formulation of more reliable statements
and to explore the remaining steps in accomplishing the overarching objective
of demonstrating the risk of personalised social engineering attacks, informed by
personality profiles derived from human-like conversations.

Disclosure of Interests. The authors have no competing interests to declare that
are relevant to the content of this article.
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